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Abstract
The sequential approach and the stochastic nature of dynamic programming makes the
method well suited as a framework for operational decision support in animal production. In
practise, however, we face the general problem of how to represent the traits of an animal. A
general trait model based on Bayesian updating and Kalman filter techniques is suggested as
a way of representing and combining traits of different nature. An other problem in practise
is "the curse of dimensionality", i.e. that models tend to reach prohibitive sizes. A notion of
multi-level hierarchic Markov processes is introduced in order to circumvent this problem. The
idea is to split up the state space according to the variability of the individual state variables.
With two levels the model performance is remarkable increased. The benefit of additional
levels is not yet known.

1. Introduction

In the operational management of a herd we often have to deal with sequential decision

problems. In most cases they refer to individual animals or groups of animals. The most

frequently studied problems have dealt with decisions concerning replacement/culling,

insemination or medical treatment. The sequential approach and the stochastic nature of

dynamic programming in the form of Markov decision processes make the method well suited

as a framework for decision support in this area where we have to deal with aspects like

random variation in the traits of an animal as well as the cyclic nature of production from e.g.

dairy cows or sows.
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There are, however, some practical difficulties to circumvent in order to apply the method to

this kind of problems. One of the difficulties is how to represent various traits of an animal

in the model. An other problem is the "curse of dimensionality", which reflects the fact that

such models are usually very large and, therefore, computationally prohibitive. The objective

of this paper is to give a survey of the efforts made in order to solve those two basic problems

related to the application of the method.

2. How to represent the traits of an animal

When decisions are made concerning an animal, it is of vital importance that all traits that

may influence the future profitability of the animal are represented in the model. Some traits

as for instance the potential for milk yield or litter size give rise to directly observable

numerical results. In most cases, the observed values are resulting from the combined effects

of a permanent (but unknown) production potential and temporary random fluctuations. For

obvious reasons it is important to be able to distinguish these two effects when decisions are

made. An other class of traits will only be expressed through categorical observations as for

instance the presence or absence of specific diseases. In the following, both kinds of traits

(numerical and categorical) will be discussed.

2.1 Traditional methods

A traditional method for handeling a numerical trait is by formulation of a model of the kind

Yn = m(x1,x2,...,xk) + In, (1)

where m is a deterministic function returning the expected value under the circumstances in

question. The circumstances may be expressed by the value of other state variablesx1,...,xk of

the model as for instance the herd level and season as well as animal specific information on

pregnancy state or disease state etc. The variablesI1,...,IN are assumed to form a multivariate

normal distribution with a mean vector having zero elements and a certain symmetric

variance-covariance matrixC having the variancesσn
2 as diagonal elements and the covariance

σnm = E(InIm) as them’th element of then’th row for n ≠ m. Furthermore,In is assumed to be

conditionally independent ofx1,...,xk. Such a model was suggested already by Giaever (1966)

and has been assumed later on for milk yield in dairy cow replacement studies by Smith

(1971), McArthur (1973), Kristensen and Østergaard (1982), van Arendonk (1985a),
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Kristensen (1986) and Houben et al. (1993). A similar model of litter size in sows has been

assumed by Huirne et al. (1988).

Part of the value observed forIn is caused by a permanent characteristic of the animal, and

part of it is caused by random fluctuations. When the information provided by the model is

used for decision support, the conditional distribution (i.e. prediction) ofIn+1 given I1,...,In is

essential. The best prediction is obtained by multiple linear regression in a model including

all previous observations:

E(In+1 I1,...,In) = β1I1 + β2I2 +...+ βnIn , (2)

where the parametersβ1,...,βn are calculated as

(β1,...,βn) = (σn+1,1,σn+1,2,...,σn+1,n)Cn
-1 . (3)

The conditional variance ofIn+1 given I1,...,In does not depend on the values observed, but will

typically decrease as the number of observations increase. It is calculated as follows

V(In+1 I1,...,In) = σn+1
2 - (σn+1,1,σn+1,2,...,σn+1,n)Cn

-1(σn+1,1,σn+1,2,...,σn+1,n)’. (4)

A direct application of the ideal formulas (2) and (3) implies that all previous observations

of In have to be kept as state variables in the model. Therefore, the size of the state space

becomes prohibitive if an appropriate number of levels are distinguished for each of them.

This problem has been handled in two different ways in literature.

One way is to introduce a new state variableJn which is a linear combination of all previous

observations:

Jn = αn1I1 + αn2I2 +...+ αnnIn , (5)

whereαn1,...,αnn are pre-determined constants. McArthur (1973) simply definedαn1 =...= αnn

= 1/n, makingJn the average value ofI1,...,In. Then the expected milk yield of stagen+1 was

determined as E(In+1 Jn). The expected value is only used for calculation of the expected

reward of stagen+1 - not as the basis of further prediction. A problem of definingJn as the

average value ofI1,...,In is that the time seriesJ1,...,JN does not posses the Markov property.

In other words, the conditional expectation E(Jn+1 Jn) and variance V(Jn+1 Jn) is typically not

equal to E(Jn+1 J1,...,Jn) and V(Jn+1 J1,...,Jn), respectively. This is a fundamental violation of

the assumptions made in a Markov decision process, but the problem was not mentioned by

McArthur (1973), even though Giaever (1966) has described a sophisticated method of

determining the constantsαn1,...,αnn in such a way that the Markov property is achieved. A
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similar method was used by Kristensen and Østergaard (1982). Thus, itis possible to meet the

requirements of a Markov decision process by a transformation as in Eq. (5), but nevertheless,

Jn is not as good in the prediction ofJn+1 as the entire seriesI1,...,In.

An other approximate method used in the literature is to assume that the last observationIn

in combination with one or two previous observationsIn-m (and In-k) are sufficient in the

prediction of In+1. Thus we only have to keep 2 or 3 state variables instead of alln

observations. This method was used in dairy cows by Smith (1971), van Arendonk (1985b)

and Kristensen (1987; 1989), all keeping 2 observations ofIn. In sows, Huirne et al. (1988)

used the same approach keeping 3 observations of litter size.

2.2. Bayesian updating of traits

2.2.1. Single trait models

An alternative model for representing traits has been suggested by Kristensen (1993). The

basic idea is to split up the value of the directly observable variableIn into two underlying

unobservable variables representing the permanent characteristic and the temporary random

fluctuation, respectively. Thus the model may be expressed as

Yn = m(x1,...,xk) + X + en. (6)

The animal specific fixed termX is assumed to have a prior normal distribution around zero

with a known variance ofσx
2. The normally distributed random termse1,...,en (with the

common expected value zero and a certain varianceσe
2) may for instance form a first order

auto regressive time series, i.e.

en = aen-1 + εn ,

where 0 <a < 1.

Stage by stage we observe the sumsIn = X + en and each time our prior belief concerning the

value ofX is updated using Bayesian methods. The current belief is at any stage represented

by the conditional distribution E(X I1,...,In) and V(X I1,...,In).

Also in this case,I1,...,IN form a multivariate normal distribution with known parameters. For

instance, we haveσn,n-m = E(InIn-m) = σx
2 + amσe

2. Under these conditions, it is easily shown,

that the expected value and variance ofIn+1 given I1,...,In are calculated as
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E(In+1 I1,...,In) = (1-a)E(X I1,...,In) + aIn (7)

and

V(In+1 I1,...,In) = (1-a)2V(X I1,...,In) + (1-a2)σe
2. (8)

From Eqs. (7) and (8) we are able to conclude, that by keeping only the current expectation

of X and the most recent observationIn, the prediction ofIn+1 is exactly the same as if all

previous valuesI1,...,In were kept and used in the prediction as described by Eqs. (2) and (3)!

Furthermore, the Markov property is not violated, since the distribution ofIn+1 is

unambiguously defined by the combined values of E(X I1,...,In) andIn and further an observed

value of In+1 directly determines the new value of E(X I1,...,In+1) according to Bayes theorem.

The conditional variance ofX is independent of the observations made and known in advance.

We are able to conclude, that if the model represented by Eq. (6) is true, we only need 2 state

variables in the model to obtain the same precision as if all previous observations of the trait

in question were kept as state variables. Thus we are able to reduce the number of state

variables fromn to just 2 without loss of precision. Since the dimension of the model is the

most limiting restriction in practical applications of Markov decision processes, this is an

important contribution to the problem of reducing the state space without loss of precision.

2.2.2. Multi trait models

In the preceding section we have considered a model only involving one random trait. The

updating of knowledge, however, may easily be extended to cover models involving several

traits and/or several unobservable effects for each trait. In that case a Kalman filter approach

is relevant as a tool for updating.

To illustrate the possibilities of a multi trait model we shall use an example involving two

traits each being influenced by two unobservable variables. Both traits are measured as the

deviation from the expected values under the circumstances in question. In other words, the

deterministic part expressed by m( ) in the single trait model is ignored. For convenience, we

shall refer toI1n and I2n as the observable milk yield and the weight of a dairy cow at stage

n , but naturally they may represent any trait. IfIn = (I1n,I2n)’ we assume the following model:
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where

(9)

Eq. (9) is called theobservation equation. The constantscn are either 0 or -1, and the value

(10)

at stagen+1 is known at stagen. If the cow at a previous stage has been suffering from a

specific disease (e.g. mastitis) that permanently influences the milk yield and weight the value

of cn is -1. Otherwise it is zero. If the value is known to be 0 at stagen+1, we shall assume

that it has changed to -1 at stagen+2 with the probabilityq. If, on the other handcn+1 = -1,

the value ofcn+2 is also -1 with the probability 1. Since, the matrixZn only has two possible

values, we shall denoteZn asZ0 if cn = 0, and asZ-1 if cn = -1.

The observation equation expresses that the observed milk yield and weight of the cow is

determined partly by permanent animal specific effects (X11 and X21) as in the single trait

model of Eq. (1), partly by possible permanent negative effects of a previous disease (X12 and

X22) and finally by temporary random effects (e1n ande2n). It should be noted, that the values

of X12 andX22 represent a property of the individual disease case (the "severity" of the case).

A prior positive covariance between e.g.X11 andX21 would imply that, in general, large cows

have a higher potential for milk yield than small ones. Similarly, a covariance betweenX11 and

X12 implies, that the negative influence of a disease case depends on the potential for milk

yield. The prior distribution of the random vectorθ0 is multi-variate normal with a mean

vector having only zero elements and a known variance-covariance matrixC0. The variables
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X11, X12, X21 andX22 may be mutually correllated, ande1,0 e2,0 may be correllated, whereas the

subvectors (X11,X12,X21,X22)’ and (e1,0,e2,0)’ are assumed to be independent.

Eq. (10) is called thesystem equation. It expresses that theX-variables are constant over time,

whereas the temporary effectse1n ande2n changes over time according to a first order bivariate

autoregression process. The vector (ε1n,ε2n)’ is assumed to have a bivariate normal distribution

with zero means. The variance-covariance matrix of the entireεn vector is assumed to be

known, and it is denotedE (not varying over stages). Denote the current mean vector and

variance-covariance matrix ofθn asµn andCn, respectively, and define

According to the Kalman filter theory described by for instance Harrison and Stevens (1976),

(11)

we may at each stage update our belief concerning the distribution ofθn according to the

following equations:

µn = Fµn-1 + Ad (12)

and

Cn = R - AVA ’ . (13)

Just as in the single-trait model of Section 4 we conclude, that only the value of the current

mean vector depends on the observations made. The variance-covariance matrix also changes

over time, but independently of the observed values ofIn.

If we want to use the Kalman filter approach with a Markov decision process, we need the

following state variables in the case of the present example:

- The current meanµ1n of X11

- The current meanµ2n of X12

- The current meanµ3n of e1n or (sinceI1n = X11 + X12 + e1n), the currently observed

value of I1n.

- The current meanµ4n of X21
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- The current meanµ5n of X22

- The current meanµ6n of e2n or the currently observed value ofI2n.

- A variableD telling how many stages ago the animal was suffering from the disease

in question. The valueD = 0 indicates that the animal at the present stage is suffering

from the disease, and therefore,Zn+1 = Z -1. If the animal has not at all been suffering

from the disease, the value ofD is arbitrarily put equal to -1. In that caseZn+1 = Z0.

Having observed the values ofI1,n+1 and I2,n+1, the updated mean vectorµn+1 is uniquely

determined according to Eqs. (11) and (12) just as in the single-trait model. We therefore only

need the conditional distribution ofI n+1 givenµn in order to be able to calculate the transition

probabilities of a Markov decision process. According to Harrison and Stevens (1976), the

conditional distribution ofI n+1 is bivariate normal having the expectation

E(I n+1 I 1,...,I n,D) = E(I n+1 µn,D) = Zn+1Fµn (14)

and variance-covariance matrix

V(I n+1 I 1,...,I n,D)= V(I n+1 µn,D) = Zn+1(FCnF’+E)Zn+1’ . (15)

Thus the information stored in the state variables is sufficient in the prediction of future

observations ofI1,n+1 and I2,n+1. If a finite number of levels are considered for each state

variable, we only need the current levels of the state variables and the formulas (14) and (15)

in order to calculate the transition probabilities just as in the single-trait model. The only

complication is that instead of a univariate distribution, we are dealing with a bivariate one.

The current variance-covariance matrixCn of Eq. (15) is not stored, since it is known in

advance. From Eqs. (11) and (13) it appears thatCn at any time may be constructed from the

prior value, the total number of stagesn, and the number of stagesD since the animal was

suffering from the disease (becauseZn is involved in the calculations of Eq. (11)).

We may conclude, that from a theoretical point of view, there are no problems in dealing with

several random traits each being influenced by several random effects. We just have to include

a state variable for each of the unobservable effects in the state space of Markov decision

process. The variableD of the example only serves as a switch for turning on the permanent

influence of a disease. In other models such a state variable may be omitted, but in this

context it serves as an example of how to handle a permanent damage caused by for instance
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mastitis on the milk yield and body weight of a dairy cow.

From a practical point of view, however, we will soon run into troubles if more than a few

unobservable effects are considered, since the size of the state space increases drastically by

including additional state variables.

It is expected that the method will have a potential concerning the combination of numerical

and categorical traits in decision support models as it has been sketched during the example

of a disease influencing the milk yield and weight of a dairy cow.

2.3. Discussion

The trait models presented in Section 2.2 are intended to serve as a starting point of the

considerations involved in the creation of a model to be used for a problem of the real world.

They have therefore deliberately been kept in a very simple form in order to illustrate the

basic ideas rather than to fit any particular animal trait. Probably neither the single-trait nor

the multi-trait model will suffice in practise, but several simplifying assumptions may be

relaxed without any theoretical or practical problems.

The possible extensions are probably best illustrated by the multi-trait model of Section 2.2.2.

For convenience, we shall again assume thatI1n and I2n are the directly observed milk yield

and body weight of a dairy cow at stagen. The variablesX11 andX21 are the permanent animal

specific (unobservable) potential for milk yield and body weight, whereasX12 andX22 are the

disease case specific decrease in milk yield and body weight. The basic trait representation

is defined by the observation equation (9), whereas the system equation (10) defines the

interactions of the parameters and their dynamic behaviour.

As concerns the observation equation, a known observation noise variance could be added

without complications. In the example, for instance the observation of body weight could be

uncertain. Also the system equation could be modified. If the influence of the disease is not

permanent, but decreasing over time, the corresponding elements of theF matrix could be

changed from 1 to a value less than 1. Furthermore, this could be combined with the addition

of a non-zero random term in the relevant row of theε vector. The variance ofε could also
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be allowed to depend on the stage numbern.

In the multi-trait model, it is considered how a categorical trait (disease case) influences

numerical traits. An other problem related to disease traits in particular, is how to represent

the disease risk. In the example, it was just assumed to be constant over stages. Without

complications, it would be directly possible to let the risk depend on the stage number in a

systematic way. Thus it may vary as a function of the same variables as the function m of Eq.

(6), so that it for instance depends on age, stage of lactation, season etc. If it also depends on

the potential for milk yield,X11, it is more complicated. It may be possible to include the

disease risk as a separate parameter of the system equation (and thus correllated withX11), but

that solution has not yet been studied in details.

If we compare the principle of Bayesian updating to the traditional methods we may conclude,

that we are able to split up the observed values in permanent and temporary effects. This is

an advantage in relation to almost all operational decisions. An other advantage is the possible

reduction of the state space without loss of precision. The practical benefit from updating will

depend on the number of observations made.

The method has not yet been tested in relation to problems of the real world, because it is not

possible just to add the Bayesian principles to existing models. The reason is, that the

parameters to be estimated are not identical in the two cases. In the Bayesian case we need

to estimate the prior distributions and the variance of the random term of Eq. (10), whereas

the parameter demands of traditional methods are the regression coefficients of Eq. (2).

3. How to circumvent the curse of dimensionality

3.1. Hierarchic Markov processes

When several traits are represented at several discrete levels the size of the state space very

soon reaches prohibitive dimensions (millions of states). As an example, consider the dairy

cow replacement model presented by Houben et al. (1994). The traits considered, when a

decision was made, were

- The age of the cow (204 levels)
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- Milk yield in present lactation (15 levels)

- Milk yield in previous lactation (15 levels)

- Time interval between 2 successive calvings (8 levels)

- Clinical mastitis - an infectious disease in the udder (2 levels - yes/no)

- Accumulated number of mastitis cases in present lactation (4 levels)

- Accumulated number of mastitis cases in previous lactation (4 levels)

In principle the size of the state space is formed as the product of the number of levels of all

traits, i.e. 204 × 15 × ... × 4 = 11,750,400 states. In practise it is smaller because some

combinations are impossible and because the traits related to previous lactation are not

considered during first lactation. Exclusion of such not feasible states resulted in a model with

6,821,724 different states. The model described only considers traits that vary over time for

the same animal. If furthermore, we wish to include permanent traits of the present animal

being considered for replacement, the state space would become even larger. An example of

a permanent trait is the genetic merit, which was considered at 5 levels in models by

Kristensen (1987; 1989).

The usual policy iteration method as developed for optimization by Howard (1960) provides

an optimal policy over aninfinite number of stages. It involves the solution of a set of linear

simultaneous equations of the same size as the state space of the model. Thus a direct

application of the policy iteration method to the model of the example requires the solution

of 6,821,724 equations, which is prohibitive. The other traditional method used for

optimization is value iteration, which uses the well known functional equations in order to

determine an optimal policy over afinite number of stages. By continual increase of the time

horizon, however, an optimal policy over an infinite number of stages may be approximated,

but, usually the numerical calculations involved are of vast dimensions.

To circumvent this dimensionality problem, Kristensen (1988; 1991) introduced the notion of

a hierarchic Markov process, which is a series of ordinary finite time Markov decision

processes (called subprocesses) built together in one Markov decision process called the main

process. One of the reasons that replacement models formulated as an ordinary Markov

decision process are usually very large is that age of the animal in question is included as a

separate state variable (considered at 204 levels in the example cited). As a result most of the
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elements of the transition matrix equal zero, because only transitions from states at agea to

states at agea+1 are possible. The hierarchic Markov process omits age as a state variable and

takes advantage from the fact that when a replacement occurs, not just a regular state

transition takes place, but the process (life cycle of the replacement animal) is restarted.

Furthermore the method is excellent in distinguishing permanent traits from traits that vary

over time for the same animal. Thus permanent traits that vary among animals but are constant

over time for the same animal are defined as state variables of the main process and traits that

vary over time for the same animal are defined as state variables of the subprocesses. Each

stage of the main process represents a separate Markov decision process (a subprocess) with

a finite number of stages, i.e. the maximum lifespan of an animal. The number of

subprocesses equals the number of states in the main process. The immediate expected

rewards in the main process are calculated from the rewards of the subprocess.

The optimization technique to be used in hierarchic Markov processes is a combination of

value iteration in the subprocesses and policy iteration in the main process. The hierarchic

method is exact under an infinite planning horizon, and practical experience shows that it is

very efficient in the sense of fast convergence and heavily reduced proportions of numerical

calculations (Kristensen 1994). It has been used in dairy cow replacement models by

Kristensen (1987; 1989). The models contained 60,000 and 180,000 states respectively. In both

cases the hierarchic technique reduced the size of the system of simultaneous linear equations

to be solved from 60,000 and 180,000 to just 5 which was the number of levels of the

permanent trait of the model and thereby the size of the main process state space. Also

Houben et al. (1994) used the method in the dairy cow replacement model cited above. The

reduction of the system of equations was in their case from 6,821,724 to just 1, because no

permanent traits were considered in the model. Broekmans (1992) and Jørgensen (1993)

applied the method in a model used in the determination of optimal delivery policies in the

slaugther pig unit, and at present it is being used by Verstegen et al. (1994) in an experimental

economics study investigating the utility value of management information systems in sow

herds.

3.2. Multi-level hierarchic Markov processes
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The introduction of hierarchic Markov processes has contributed to the circumventing of the

curse of dimensionality in replacement models, but even the model by Houben et al. (1994)

with almost 7 million states is a result of a compromise between precision and computability.

For instance, it would be relevant also to consider state variables for genetic merit, body

weight and season, but at the current level of computer performance even hierarchic Markov

processes would not suffice in that case.

It is therefore obvious to consider whether the basic idea of a hierarchic Markov process could

be further developed with similar computational advantages. If we again consider the model

cited in Section 3.1, we observe that some of the state variables are necessarily constant over

several stages. In the model, a lactation is represented by from 11 to 17 stages of a subprocess

(depending on the time interval from a calving to a new conception). The state variables

representing the performance of the cow during the previous lactation will naturally be

constant during the entire present lactation, i.e. over at least 11 stages. It would therefore be

obvious to introduce a third level in the hierarchic process, so that we have got a top level

representing traits that are constant over the entire lifespan of the animal, an intermediate level

representing traits that are constant over a period (for instance a lactation) and a bottom level

representing traits that vary from stage to stage.

In other models even more than three levels might be relevant. We shall therefore in this

paper introduce the more general notion of amulti-level hierarchic Markov processin order

to circumvent the curse of dimensionality in replacement models to an even more satisfactory

extent than with just two levels.

3.2.1. Notation and terminology

Consider an ordinary finite time Markov decision process withN stages and a finite state

spaceΩ(n) = {1,...,u(n)} for stagen, 1 ≤ n ≤ N. The action setDn of thenth stage is assumed

to be finite, too. A policys of the process is a map assigning to each stagen and statei an

actions(n,i) ∈ Dn. The set of all possible policies of the process is denotedΓ. When the state

i is observed and the actiond is taken, a rewardri
d(n) is gained and some kind of physical

outputmi
d(n) may be involved. Letpij

d(n) be the transition probability from statei at stagen

to statej at stagen+1 if the actiond is taken at stagen. Furthermore, there exists a probability
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distribution of states at stage 1. If a fictive stage 0 with only one state and one action is added

to the model, this initial distribution may be represented by the symbolspij
d(0),...,pij

d(0), where

always, i=d=1. Finally a discount factorβij
d(n) may be used for discounting rewards from

stagen+1 to stagen (thus it is implicitely assumed that stage length is given by the value of

stage, state transition and action). At the fictive stage 0, the discount factor is always equal

to 1. Since a policy defines an action for all states, the parameters may be indexed by policies

or actions as convenient, i.e.pij
s(n) = pij

d(n) if d=s(n,i), etc. Furthermore we shall define the

vectorsr s(n) = (r1
s(n),...,ru

s(n))’ and ms(n) = (m1
s(n),...,mu

s(n))’ as well as the matricesps(n) =

{ pij
s(n)}, βs(n) = {βij

s(n)} and qs(n) = {βij
s(n)pij

s(n)}.

We shall assume that we have got a set ofν alternative processes each having its own

individual parameters (transition probabilities, rewards, outputs, discount factors). Letting these

processes represent a bottom level in a multi-level hierarchic Markov process withL levels,

we shall refer to the parameters and sets using arguments specifying a unique identification

ρL-1 of the process in question, i.e.r i
d(ρL-1,n), mi

d(ρL-1,n), βi
d(ρL-1,n), pij

d(ρL-1,n) andΓ(ρL-1). We

shall return to a precise definition of the specification, which includes information on all

higher levels. The processes at a higher levell, 1 < l < L are defined as follows.

A process at levell is also running over a limited number of stages. The duration of a single

stage at levell is equal to the duration of an entire process at levell+1. The state space at

stagenl of a process at levell is defined to be the set {1,...,ν(ρl)} , so that there is a one to

one correspondence between the set (nl,i l) (wherei l is the levell state) and the process running

at the level below. In accordance with this definition, we shall use the notationρl = ρl-1 (nl,i l)

in order to illustrate that the identification of a process at levell+1 is given by the

identification of the parent process combined with the present stage and state of the parent.

The action set for statei l of stagenl at levell is defined as the setΓ(ρl) of all possible policies

for processρl at level l+1. Thus an actiond(ρl-1) at a level is identical to an entire policy of

the process at the level below, i.e.∀ d(ρl-1)∃ s(ρl-1 (nl,i l)): d(ρl-1)=s(ρl-1 (nl,i l)).

The expected immidiate reward vectorrs(ρl-1,n) for stagen of processρl-1 at level l under

actions may be calculated recursively from the parameters at levell+1 as follows:

From Eqs. (16) it is easily seen that
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The expected immidiate physical output at levell is calculated completely analogously.

(16)

(17)

The transition probabilities at levell are defined partially by the transition probabilities and

policy at levell+1 and partially by a set of probability distributions belonging to the terminal

state spaceΩ(ρl,N). We shall assume that for eachi l+1 ∈ Ω (ρl,N) there exists a probability

distribution defining the probabilityφiκ(ρl) of observing stateκ at the next stage of levell.

Thus the over all transition probabilitypij
s(ρl-1,n), n=1,...,N(ρl-1)-1, at levell may be calculated

explicitely as

(18)

In matrix notation Eq. (18) may be written as
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If discounting is involved, the matrixqs(l,ι ,n) may be calculated similarly as

(19)

(20)

where

The process running at the top level (i.e. level 1) is called themain process. It is defined by

(21)

the parameters at level 2 in a similar way as for lower levels. The only exception is that the

main process may run over an infinite number of stages and, consequently the parameters are

assumed to be independent of stage number. Therefore, the argument for stage number is

skipped at level 1, and by convention we shall refer to the main process asρ0. Thus, for
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instance, the reward vector at level 1 will be referred to as justrs(ρ0) and analogously for

other parameters.

We are now ready to give an exact definition of the process specification. If we consider a

process at levell+1, we have to specify, the stage and state of all processes at higher levels,

i.e. ρl = (i1,(n2,i2),...,(nl,i l)) = ρl-1 (nl,i l).

3.2.2. Optimization

In an application, the criterion of optimality will depend on the objective of the system being

modeled by the process. In some cases the objective is to maximize total expected discounted

rewards which is equivalent to determining the policys of the main process that maximizes

all elements offs of Eq. (24) below. If the horizon is infinite, the discounting will ensure

convergence forN→∞. This criterion will be referred to as the discounting criterion.

In other cases the objective of the system is to maximize the average reward per stage of the

process under infinity. The objective functiong(s) is then defined as

g(s) = πsr s(ρ0) , (22)

whereπs is the vector of limiting state probabilities of the main process under the policys.

The last criterion to be considered is the maximization of average rewards per unit of output

under an infinte horizon. The objective function is in that case defined as

g(s) = πsr s(ρ0)/πsms(ρ0) . (23)

It should be noticed, that Eq. (22) is just a special case of Eq. (23) where all elements of

ms(ρ0) are equal to 1. Thus we only have to consider Eq. (23) which we shall denote as the

average criterion in the following.

The main process is an ordinary Markov decision process, so in principle, a usual policy or

value iteration method as described already by Howard (1960) may be used for optimization.

The policy iteration algorithms may, in a general form, be formulated as follows:

(1) Choose an arbitrary policys. Go to (2).

(2) Solve the matrix equation

g(s)ms(ρ0) + fs = r s(ρ0) + qs(ρ0)f
s . (24)

Go to (3).
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(3) Find (state by state) the policys’ that maximizes each individual element of the vector

given by the expression

r s(ρ0) − g(s)ms(ρ0) + qs’(ρ0)f
s . (25)

If s’=s then stop, since an optimal policy is found. Otherwise, redefines according to

the new policy (i.e. puts=s’) and go back to (2).

Under the discounting criterion, all physical outputs (i.e. the elements ofms(ρ0)) are put equal

to zero, and Eq. (24) is solved forfs, which gives the total expected discounted rewards of the

process when it starts in a certain state and runs for an infinite number of stages under the

policy s. Under the average criterion, all discount factors (i.e. the elements ofβs(ρ0)) are put

equal to 1 so thatqs(ρ0)=ps(ρ0). In that case, Eq. (24) is solved forfs and g(s) under the

additional restrictionfu
s=0, whereu = u(ρ0). Thus the average reward per unit of physical

output when the process runs for an infinite number of stages under the policys is determined

asg(s), and theith element offs gives the value of starting in statei relative to stateu(ρ0),

which is arbitrarily put equal to zero by the additional restriction.

The value iteration method uses under the discounting criterion the recursive relation

(where the maximization is understood elementwise) in order to determine an optimal policy

(26)

stage by stage for a process running overN stages. Under an infinite horizon, an approxima-

tive optimal policy may be determined by lettingN→∞. Under the average criterion a similar

relation exists (refer for instance to Howard, 1971).

It should be noticed, that both algoritms applied to the main process directly, involves the

maximization over actions of the elements of a vector which may be represented by the

expression (25). But, since an action in a state at level 1 is equal to an entire policy for the

corresponding process running at level 2, the successive test of all possible actions is

prohibitive. Thus the problem is how to determine a policy that maximizes the expression (25)

in this kind of process with multiple levels.
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In a usual hierarchic Markov process with only two levels as defined by Kristensen (1988;

1991) the problem is solved simply by using value iteration at level 2 in order to determine

diretly a policy that maximizes the expression (25). Since, however, in a multi level process,

the parameters at level 2 are defined by the parameters at level 3, a direct application of the

value iteration method at level 2 is not possible. In the identification of a appropriate method,

the first important observation is that a complete set of policies for all processes at levelL

automatically defines the policies at all other levels. This implies, that a key to the solution

of the problem should be found at the bottom level. In order to determine the policy that

maximizes the elements of the vector given by (25), we shall define the following operator

on an arbitrary process at an arbirtrary level:

IterateProcess(ρl-1):

A call to the operator returns a policys’’ and the corresponding parameters and present values

at all stagesnl of the process in question. In other words it calculatesrs’’ (ρl-1,nl), ms’’ (ρl-1,nl),

qs’’ (ρl-1,nl) and fs’’ (ρl-1,nl). We shall now give a more precise definition of the operator when

it is applied under the discounting criterion (it has not yet been defined for the average

criterion):

IterateProcess(ρl-1) performs the following operations depending on the value ofl:

A. If l = L:

In that case the parametersrs(ρL-1,nL), ms(ρL-1,nL), qs(ρL-1,nL) are already known for any

policy s. The policys’’ to be returned by the operator is defined stage by stage and state

by state (element by element) as the one that maximizes the expression:

fs’’(ρL-1,N(ρL-1)) = max { r s(ρL-1,N(ρL-1)) + qs(ρL-1, N(ρL-1))f
s’(ρL-λ,nL-λ+1)} ,

and

fs’’(ρL-1,nL) = max { r s(ρL-1,nL) + qs(ρL-1,nL)f
s’(nL+1)} , nL=N(ρL-1)-1,...,1 ,

whereλ ∈ {2,...,L} is the number of levels to go up in the hierarchy in order to meet

a process which is not at the terminal stage, ands’ is the policy previously determined

for that process. The stage numbernL-λ+1 is a part of the process identificationρL-1.

B. If l < L:

In that case the operator initially performs a recursive call for all statesil at all stages

nl:

- IterateProcess(ρl-1 (nl,i l))
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In this way all parameters and policies at levell+1 are determined, and the levell

parametersrs’’ (ρl-1,nl), ms’’ (ρl-1,nl) andqs’’ (ρl-1,nl) may be calculated by use of Eqs. (17)

and (20). The levell present valuesfs’’ (ρl-1,nl) are calculated as:

fs’’(ρl-1,N(ρl-1)) = r s’’(ρl-1,N(ρl-1)) + qs’’(ρl-1,N(ρl-1))f
s’’(ρl-λ,nl-λ+1)

and

fs’’(ρl-1,nl) = r s’’(ρl-1,nl) + qs’’(ρl-1,nl)f
s’’(ρl-1,nl+1), nl=N(ρl-1)-1,...,1 .

Having defined this operator, we can formulate the optimization algorithm of a multi level

hierarchic Markov process as follows:

(1) Choose an arbitrary value for the vectorfs. Go to (2).

(2) In order to determine an initial policys, call IterateProcess(ρ0). Go to (3).

(3) Solve the matrix equation

g(s)ms(ρ0) + fs = r s(ρ0) + qs(ρ0)f
s

for g(s) and fs. Go to (4).

(4) Call IteratePolicy(ρ0), whereby a new policys’ as well asms(ρ0), r s(ρ0) andqs(ρ0) are

determined. Ifs’ = s, then stop since an optimal policy is found. Otherwise, puts = s’

and go back to (3).

The recursive nature of the operator IteratePolicy will ensure, that all levels are treated in the

appropriate order, and that a new policy is determined at the bottom level.

3.2.3. Remaining problems

In Section 3.2.1, the description of how a process at an arbitrary level terminates is not

complete. It is just assumed, that a transition to the level above takes place, but in practise a

transition to any level is possible.

The description assumes, that the number of levels is constant. In practise the number of sub-

levels may vary from stage to stage and from state to state.

The optimization algorithm only considers one criterion of optimality (the discounting case).

In the future, the necessary modifications in order to handle the average rewards case will be

studied.
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3.3. Discussion

The contribution of hierarchic Markov processes to the solution of "the curse of

dimensionality" is to split up the state space according to the variability of the individual state

variables. The idea is that any time a state variable is constant over a number of stages, it

should be represented by a new level of the process. In that way very large transition matrices

are split up into very small matrices which can be handled one by one. The introduction of

the original hierachic processes with just two levels had a tremendous effect on model

performance. It is expected, that more levels will increase the effect, but with many levels,

the marginal benefit of an additional level is assumed to decrese, because the increase in

computer time spent on searching for the next process to handle at some level will equal the

computational advantages of smaller matrices. No practical lessons concerning the application

of the multi-level model have been learned yet, so the optimal number of levels is not known.

4. Outlook

Two different practical problems concerning the application of dynamic programming to

operational decision support in animal production have been discussed. At the theoretical level

(and to some extent the practical level) a framework for dealing with both problems has been

provided, but there is still a long way to go from the theoretical framework to the working

decision support models:

- Prior distributions for parameters of the Bayesian models have to be estimated. This

may require the application (and modification) of other estimation techniques than

applied so far.

- The principle of Bayesian updating may be extended to several levels (e.g. herd, section,

pen and animal levels). The models of Section 2 only applies to the animal level.

- The multi-level hierarchic Markov process has to be further developed and tested.

- Principles for splitting up the state space in multi-level models have to be studied.

The implementation (to prototype level) of the methods developed will be a main challenge

of the years to come.



22

References

Broekmans, J.E. 1992. Influence of price fluctuations on delivery strategies for slaughter pigs.

Dina Notat, no. 7.

Giaever, H.B. 1966.Optimal dairy cow replacement policies. University Microfilms, Ann

Arbor, Michigan.

Harrison, P.J. & Stevens, C.F. 1976. Bayesian forecasting.Journal of the Royal Statistical

Society B 38, 205-247.

Houben, E.H.P., Dijkhuizen, A.A., van Arendonk, J.A.M. & Huirne, R.B.M. 1993. Short- and

long-term production losses and repeatability of clinical mastitis in dairy cattle.Journal

of Dairy Science 76, 2561-2570.

Houben, E.H.P., Huirne, R.B.M., Dijkhuizen, A.A. & Kristensen, A.R. 1994. Optimal

replacement of mastitis cows.Journal of Dairy Science. In press.

Howard, R.A. 1960.Dynamic programming and Markov processes. The M.I.T. Press,

Cambridge, Massachusetts.

Howard, R.A. 1971.Dynamic probabilistic systems.Vol. 2: Semi-Markov and decision

processes. John Wiley, New York.

Huirne, R.B.M., Hendriks, T.H.B., Dijkhuizen, A.A. & Giesen, G.W.J. 1988. The economic

optimization of sow replacement decisions by stochastic dynamic programming.Journal

of Agricultural Economics 39, 426-438.

Jørgensen, E. 1993. The influence of weighing precision on delivery decisions in slaughter pig

production.Acta Agriculturæ Scandinavica A 43, 181-189.

Kristensen, A.R. 1986. A model to describe and predict the production and food intake of the

dairy cow.Acta Agriculturæ Scandinavica 36,305-317.

Kristensen, A.R. 1987. Optimal replacement and ranking of dairy cows determined by a

hierarchic Markov process.Livestock Production Science 16, 131-144.

Kristensen, A.R. 1988. Hierarchic Markov processes and their applications in replacement

models.European Journal of Operational Research 35, 207-215.

Kristensen, A.R. 1989. Optimal replacement and ranking of dairy cows under milk

quotas.Acta Agriculturæ Scandinavica 39, 311-318.

Kristensen, A.R. 1991. Maximization of net revenue per unit of physical output in Markov



23

decision processes.European Review of Agricultural Economics 21, 73-93.

Kristensen, A.R. 1993. Bayesian updating in hierarchic Markov processes applied to the

animal replacement problem.European Review of Agricultural Economics 20, 223-239.

Kristensen, A.R. 1994. A survey of Markov decision programming techniques applied to the

animal replacement problem.European Review of Agricultural Economics 21, 73-93.

Kristensen, A.R. & Østergaard, V. 1982. Optimalt udskiftningstidspunkt for malkekoen

fastlagt ved en stokastisk model. In Danish with English Summary.Beretning fra Statens

Husdyrbrugsforsøg 533.

McArthur, A.T.G. 1973. Application of dynamic programming to the culling decision in dairy

cattle.Proceedings of the New Zealand Society of Animal Production 33, 141-147.

Smith, B.J. 1971. The dairy cow replacement problem - An application of dynamic

programming.Bulletin Florida Agricultural Experiment Station 745.

van Arendonk, J.A.M. 1985a. A model to estimate the performance, revenues and costs of

dairy cows under different production production and price situations.Agricultural

Systems 16, 157-189.

van Arendonk, J.A.M. 1985b. Studies on the replacement policies in dairy cattle. II. Optimum

policy and influenceof changes in production and prices.Livestock Production Science

13, 101-121.

Verstegen, J.A.A.M., Sonnemans, J., Braakman, E.H.J., Huirne, R.B.M. & Dijkhuizen, A.A.

1994. Survey studies and experimental economic methods to investigate farmers decision

making and profitability of management information systems.Proceedings of the 38.

EAAE Seminar on Farmers Decision Making - A descriptive approach. Copenhagen,

Denmark, October 3-5, 1994.


