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Introduction

During the last decade several methodological studies have contributed to the development of

dynamic programming techniques as a framework for herd management support. A survey of

such studies has been given by Kristensen (1994a). The main contributions have been the

introduction of hierarchic Markov processes as a method for circumventing the curse of

dimensionality (i.e. that models representing problems of the real world tend to be very large

and, therefore, computationally prohibitive), the combination of dynamic programming

techniques with methods for Bayesian updating, and methods for dealing with herd restraints

like the milk quota or a limited supply of heifers.

The hierarchic technique was originally presented by Kristensen (1988; 1991) and has been

applied by Kristensen (1987; 1989), Broekmans (1992), Jørgensen (1993), Verstegen et al.

(1994) and most recently by Houben et al. (1994; 1995a,b) in a very comprehensive study on

economic optimization of decisions with respect to dairy cow health management (Houben,

1995).

The combination of dynamic programming and techniques for Bayesian updating of traits has

been introduced by Kristensen (1993) for the single trait case and later extended by Kristensen

(1994b) to a multi-dimensional formulation using Kalman filter techniques. Independently of

these studies, Kennedy & Stott (1993) seem to have used similar methods in a dairy cow

replacement model. Herd restraints in the form of a limited supply of heifers have been

studied using an approximative method called parameter iteration by Ben-Ari and Gal (1986)

and later on by Kristensen (1992). A recent study by Houben et al. (1995c) uses genetic

algorithms in order to deal with herd restraints. However, none of these developments

concerning Bayesian methods or herd restraints will be discussed further in this paper. Instead

we shall focus entirely on the applicational perspectives of the hierarchic technique.

Even though the direct purpose of developing the hierarchic method was to circumvent the

curse of dimensionality in replacement models, the applicational scope is far wider. This is

particularly the case when the notion is extended to multi-level hierarchic processes as

described by Kristensen (1994b) and Kristensen & Jørgensen (1995). The purpose of this

paper is to illustrate the applicational perspectives of the technique by a number of examples



representing management problems of different nature. The technique itself will not be

described. Instead, reference is made to Kristensen (1988; 1991; 1994a,b) and Kristensen &

Jørgensen (1995).

The curse of dimensionality

Consider the dairy cow replacement model presented by van Arendonk (1985). The following

state variables are considered in the model:

- Lactation number (12 classes).

- Lactation stage (12 classes, montly intervals).

- Milk yield, previous lactation (15 classes)

- Milk yield, present lactation (15 classes).

As a total, the state space contains 29,880 states, which compared to more recent models are

very few, but will suffice for illustrative purposes.

As an ordinary Markov decision process each one of the 29,880 states represents a

combination of classes of the state variables. In Tabel 1, two examples of state definitions are

given. The stage length of the model is 1 month.

Table 1. Example of two arbitrarily selected state definitions of the model cited in the text.

State variable State i State j

Lactation number 2 4

Lactation stage (months after calving) 10 3

Milk yield, previous lactation (class) 4 8

Milk yield, present lactation (class) 6 11

For each state, the net revenue of a cow having the characteristics described by the values of

the state variables is calculated, when the cow is kept or replaced, respectively. For state i

of Table 1, it is a cow in second lactation, 10 months after calving with a milk yield classified



as "4" in previous and "6" in present lactation. These net revenues form the rewards ri
d of the

model. The reward vector rs under a given policy s has got 29,880 states. If the action for

state i under s is 1 (="keep") the ith element of rs is ri
1. Otherwise, if the action is 2

(="replace"), the element is ri
2. The transition matrix ps has the dimension 29,880 x 29,880,

and the jth element of the ith row gives the probability of transition from state i to state j

under the policy s. If the policy iteration method is applied to the model, a matrix of the

dimension 29,880 x 29,880 has to be inverted, which computationally is a very demanding

task. An other possibility is to use value iteration. In the original research of van Arendonk

(1985), value iteration over a 20 year time horison (equals 240 iterations) was used.

If, instead, we apply a usual 2-level hierarchic Markov process, we define a main (top level)

process with stage lenght equal to the lifespan of a dairy cow. The main process has only got

one state (because no permanent traits - as for instance the genetic merit - are considered).

Since the number of states in the main process equals the number of alternative subprocesses,

there will only be one subprocess. The stage length of the subprocess is one month, and the

stage number (n=1,...,144) directly represents the combined values of lactation number and

stage of lactation. State variables in the subprocess are the milk yield of previous and present

lactation represented by 15 classes each. The maximum size of a transition matrix of the

subprocess is only 225 x 225, and it is not inverted. The hierarchic optimization algorithm

only uses inversion of main process matrices, which in this case only have the dimension 1

x 1 (ordinary real number). Practical experience (Kristensen, 1994a) show that only very few

iterations (typically 3-6) are required in order to get an optimal solution.

If we further extend the model to a 3-level hierarchic Markov process, we still have a top

level process (level 1) with only one state just as before in the 2-level case. Then we define

an intermediate level (level 2) where a stage is defined to be a lactation period (n2=1,...,12)

and the only state variable is the milk yield of previous lactation. Thus we have got only one

state at first stage (=lactation) and 15 states at other stages. Finally, we define a bottom level

(level 3), where the only state variable is the milk yield of the present lactation, and the stage

length is one month. The transition probabilities at the bottom level define the probability of

transition from class i to class j under the assumption that the milk yield of previous lactation

was as indicated by the state at the intermediate level (such transitions were not possible in



the original model by van Arendonk, but they would be easy to handle in this formulation).

The maximum dimension of any matrix in this 3-level formulation is 15 x 15, and a

significant increase in computational performance is expected. Table 2 summarises the

characteristics of the 3 levels.

Table 2. Main characteristics of the processes running at various levels of the 3-level model.

Level State variables Stage length Action Matr. dim.

1 (None) Life span of cow Policy at level 2 1 × 1

2 Milk yield, prev. lac. Lactation period Policy at level 3 15 × 15

3 Milk yield, present lac. 1 month "Keep"/"Replace" 15 × 15

Modelling genetic improvements

If the present value (discounting) criterion is used, the hierarchic structure gives us an

excellent framework for modelling continuos genetic improvements. As time passes, animals

become better, but this of course only applies to new animals. Within the lifetime of an

animal the genetic level of that animal is constant. In a hierarchic process (as for instance the

one shown in Table 2) this may be modeled simply by using a lower interest rate in the main

process than in the subprocesses. Following the notation from Kristensen (1988), the combined

value of discount factor and transition probability, Es(B ι ,κ)θικ
s is calculated using the interest

rate of the main process.

In the subprocesses we will have to work with both rates simultaneously, which means that

the recurrence equations of Step 3 of the optimization cycle presented in Kristensen (1988)

gets the following form:

gi(n) = maxd {ri
d(n) + bi

d(n)T}, n=N

gi(n) = maxd {ri
d(n) + i

d(n) pij
d(n)aj(n+1) + bi

d(n) pij
d(n)cj(n+1)}, n=N-1,...,1

where

ai(n) = ri
d(n) , n=N

ai(n) = ri
d(n) + i

d pij
d(n)aj(n+1) , n=N-1,...,1

and



ci(n) = bi
d(n)T , n=N

ci(n) = bi
d pij

d(n)cj(n+1), n=N-1,...,1 .

In this version bi
d(n) is the discount factor for a stage of the subprocess calculated by use of

the main process interest rate, and i
d(n) is the corresponding discount factor calculated by use

of the subprocess interest rate.

In words ci(n) is the expected discounted value of the terminal reward at the end of the

subprocess when the present state is i, and the policy being determined is followed during the

rest of the process. Similarly ai(n) is the total expected rewards to be earned during the rest

of the process. The lower interest rate in connection with ci(n) means that the present value

of the terminal reward decreases with increasing time gab (until the end of the process), but

not as much as if there were no genetic improvement.

In the calculation of the present value of the total expected reward f s of a subprocess (Eqs.

(2)-(4) in Kristensen, 1988) the subprocess interest rate is applied, leaving these values

unchanged.

The lower interest rate in the main process should increase the annual replacement rate, and

it is easily understood that it is also the case. Since the values f s are unchanged, and the

interest rate is lower, the elements of S must be larger. Therefore the terminal reward T is

also larger, making immediate replacement relatively more profitable compared to postponed

replacement.

Modelling price fluctuations

The hierarchic technique has also been used in the determination of optimal delivery policies

in slaugther pigs (Jørgensen, 1993). The basic unit of the model is a pen. No state variables

are defined in the main process. A subprocess represents the period between 2 successive

insertions of pigs in the same pen, and the stage number equals the number of weeks since

insertion. The state variable of the subprocess is the number of pigs in the pen. The model

assumes like most other replacement models that prices are constant over time if corrected for

the effect of inflation, but particularly in pig production, more or less regular price fluctuations



are common (at least under Danish conditions). Jørgensen (1992) showed that simultaneous

price fluctuations concerning piglets, slaughter pigs and feeds may be described by a first

order autoregressive time series.

Broekmans (1992) used this information to construct a model taking price fluctuations into

account in the determination of optimal delivery policies. She defined 3 state variables in the

main process representing the price of piglets, slaugther pigs and feeds, respectively. If each

variable was considered at 3 levels the stace space contained 27 states. If prices instead were

considered at 4 levels each, the total number of states in the main process equaled 64. The

transition probabilities of the main process were calculated from the estimated parameters of

the time series. For each state of the main process a separate subprocess representing the price

conditions in question was defined.

For further information, reference is made to Broekmans (1992).

Integration of operational and tactical decision support

A major problem in relation to herd management support is the integration of decisions made

at different levels. If, for instance, two alternative actions are compared at the tactical level,

we have to make some assumptions concerning actions to be taken at the operational level.

A usual assumption would be just to assume that the same policy is used at the operational

level independently of the action taken at the tactical level. If, however, there are interactions

between actions at the tactical level and the optimal policy at the operational level, such an

assumption will not be correct. In other words it may very well happen that if action 1 is

taken at the tactical level then policy a is optimal at the operational level. On the other hand,

if action 2 is taken at the tactical level then policy b is optimal at the operational level. A

correct comparison of actions 1 and 2 implies that action 1 is evaluated under the policy a and

action 2 is evaluated under the policy b.

The hierarchic technique has the potential of simultaneous optimization of actions at several

levels if the formulation from Kristensen (1994b) is extended to allow actions at all levels (not

just the bottom level) as mentioned in the discussion of Kristensen & Jørgensen (1995). In

order to illustrate the potential, an example concerning a sow herd has been constructed. The



Events:
M F W M F W R M F W M F W M F W M F W R

Level 1:
Stage No.: n n+1

Level 2:
Stage No.: 1 2 1 2 3 4

Level 3:
Stage No.: 1 2 3 1 2 3 1 2 3 4 1 2 3 1 2 3 1 2 3

Level 4:
Stage No.: 1234123412341234123412341234123412341234123412341234123412341234123412341234

model has not actually been built, so the performance of such a model is not known yet.

A sow herd may be regarded as a (fixed) number of parallel courses or processes each

representing one sow and its future successors. The total number of processes thus equals the

herd size. Each process (chain of sows) may be represented by a series of recurrent events

like mating, farrowing, weaning and replacement as illustrated in Fig. 1.

If the series is represented as a multi-level hierarchic Markov process, we may define levels

as illustrated by Figure 2.

In order to account for genetic improvement, a lower rate of interest is used in the level 1

process compared to lower levels. The processes at various levels may be defined as follows:

Level 1:



Time horizon: Infinite.

Stage: The life time of an individual sow (event-stepping process, varying stage

length). The process enters a new stage at the time of replacement.

State variable: Genetic merit represented by an appropriate number of classes (some times

probably only one class).

Reward: The expected economic net return from a sow of that particular genetic merit

discounted to the beginning of the stage using the high level of interest. (The

value of the piglets will depend on the breeding index of the sow).

Discount factor: The expected discounted value of a unity reward gained at the end of a stage

calculated at the beginning of the same stage using the low level of interest

in order to compensate for genetic progress.

Specific action: Wean piglets at a certain age.

Action space: Specific action space × Set of all possible policies for level 2.

Level 2:

Time horizon: Finite - equals the life span of a sow.

Stage: The time interval between two successive matings (i.e. mating periods) of

the same sow (event-stepping process, varying stage length). The stage

number is directly defined by the parity of the sow in question.

State variable: Litter size at previous farrowing (e.g. 1-18 or fewer classes).

Reward: The expected economic net reurns during one reproductive cycle discounted

to the beginning of the stage using the high level of interest. The parity is

given by the stage number, the litter size at previous farrowing is given by

the state at the current level, and the genetic merit by the state at level 1.

Discount factor: The high level of interest is used.

Specific action: Mate with boar of specific quality (the price of insemination and the value

of the piglets will depend on the quality of the boar).

Action space: Specific action space × Set of policies at level 3.

Level 3:

Time horizon: Finite - equals the length of a reproductive cycle.

Stage: Stage 1 is equal to the time interval from (first) mating after farrowing to



next farrowing. Stage 2 is equal to the time interval from farrowing to

weaning and stage 3 is equal to the time interval from weaning to mating.

State variables: Stage 1: None.

Stage 2: Litter size.

Stage 3: Litter size.

Specific actions: Stage 1: Maximum number of matings accepted, feeding level.

Stage 2: Feeding level.

Stage 3: Maximum number of days to wait for heat,

Feeding level.

Reward: The expected discounted net returns during the stage given all information

available at present and higher levels.

Discount factor: The high level of interest is used.

Action space: Specific action space × Set of policies at level 4.

Level 4:

At level 4, three different processes representing different parts of the reproductive cycle are

running. In all cases the reward is calculated as the expected net returns of a stage given all

information available at present and higher levels.

Process 1: Represents the time interval from (first) mating after farrowing to next farrowing.

Time horison: Finite.

Stage: One week (time stepping, fixed stage length).

State variables Weeks since last mating

Pregnancy status.

Specific actions: Replace

Test for pregnancy.

Action space: Specific action space.

Process 2: Represents the time interval from farrowing to weaning.

Time horison: Finite.

Stage: One week (time stepping, fixed stage length).

State variables: Number of piglets still alive,

Health status of piglets.

Specific actions: Medical treatment of piglets.



Action space: Specific action space.

Process 3: Represents the time interval from weaning to first mating.

Time horison: Finite.

Stage: One day (time stepping, fixed stage length). Stage number equals

number of days since weaning.

State variables: Heat/No heat.

Specific action: Induce heat.

Action space: Specific action space.

The major problem concerning the integration of tactical and operational decisions in

traditional dynamic programming models has been that in order to be able to give precise

advices (e.g. concerning replacement or insemination) at the operational level, the time steps

(stage lengths) of the model are made short. As a consequence, it has not been possible to

integrate with actions at the tactical level, because such actions will influence the production

during a period far longer than the stage length, which is typically only a month or a week.

A multi-level hierarchic Markov process has the the potential of integrating actions at various

levels of planning into the same model. If we succeed in building such integrated models, we

have created a framework for general management support instead of very specialised models

only concerned with a single decisions as for instance replacement.

Since no practical experience concerning multi-level models has been gained yet, the 4-level

model of the example may appear be too ambitious at the present level of research (and

computer performance). For illustrative purposes, however, it was decided to include actions

at all 4 levels in order to show the potential.

Utility value of models

It is a well known fact that a precise determination of the utility value of a specific decision

support tool is difficult to obtain. In a hierarchic Markov process, the economic consequences

of non-optimal policies may be calculated directly as it was done by e.g. Kristensen & Thysen

(1991) and Houben et al. (1995a). In that way the economic benefit of the optimal policy is

compared to one or more well-defined alternative policies. This comparison may give us an



idea of the approximate size of the utility value, but the method has certainly got some

limitations:

- The model itself is only an incomplete representation of the herd. To evaluate the

optimal policy by use of the same model will always be in favour of this "optimal"

policy, since it is a mathematical fact that the policy is optimal given that the model is

true.

- The method compares alternative policies - not alternative decision support systems. The

utility value of the decision support system also depends on the amount and quality of

the information used by the system and the way the farmer acts on the suggested actions

provided by the system.

In order to circumvent some of these rather serious limitations, an object oriented simulation

model of a pig herd with emphasis on information flow is being created. The basic idea and

parts of the model has been presented by Jørgensen & Kristensen (1995). The model includes

a simulated herd, a belief management system, a decision support system and the farmer as

directly incorporated elements. The belief management system transforms observations to

actual beliefs in the true state of the herd by filtering and updating. Thus, the belief is a direct

representaion of the amount and quality of the information available to the decision support

system, which afterwards may suggest an action. Finally it is the responsibility of the farmer

to make the final decision and carry out the action in practise. An action may for instance be

to cull or mate an animal, but it may also be to make observations in the herd and thereby

increase the amount and precision of the available information.

The object oriented approach makes it possible to have several alternative belief management

systems and/or decision support systems and thereby compare the utility value. For further

information, reference is made to Jørgensen & Kristensen (1995).
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