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Decision suppor t models
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Introduction

Several points of view may be taken if we want to describe a dairy farm. An animal nutritionist would focus on the
individual animal and describe how feeds are transformed to meat, bones, tissues, skin, hair, embryos, milk, manure
etc. A physiologist would further describe the roles of the various organs in this process and how the transformations
are regulated by hormones. A biochemist would even describe the basic processes at molecular level.

A completely different point of view is taken if we look at the production unit from a global or national point of
view. The individual production unit is regarded only as an arbitrary element of the whole dairy sector, which serves
the purpose of supplying the population with food as well as manager of natural resources. A description of a
production unit at this level would focus on its resource efficiency in food production and its sustainability from an
environmental and animal welfare point of view.

Neither of these points of view are relevant to a herd management scientist even though several elements are the
same. The herd management scientist also considers the transformation of feeds to meat, bones, tissues, skin, hair,
embryos, milk and manure like the animal nutritionist, and he also regards the production as serving a purpose as
we do at the global or national level. What differs, however, is the farmer. From the point of view of a herd
management scientist, the farmer is in focus and the purpose of the production is to provide the farmer (and maybe
his family) with as much welfare as possible. In this connection welfare is regarded as a very subjective concept and
has to be defined in each individual case. The only relevant source to be used in the determination of the definition
is the farmer himself.

The herd management scientist assumes that the farmer concurrently tries to organize the production in such a way
that his welfare is maximized. In this process he has some options and he is subjected to some restraints. His options
are to regulate the production in such a way that his welfare is maximized given the restraints. The way in which
he may regulate production is by deciding what factors he wants to use at what levels. A factor is something which
is used in the production, i.e. the input of the transformation process. In dairy production, typical factors include
buildings, animals, feeds, labor and medicine. During the production process, these factors are transformed into
products which in this context include meat, offspring, milk etc. The only way a farmer is able to regulate the
production - and thereby try to maximize his welfare - is by adjustments of these factors.

Understanding the factors and the way they affect production (i.e. the products and their amount and quality) is
therefore essential in dairy herd management. Understanding the restraints is, however, just as important. What the
restraints do is actually to limit the possible welfare of the farmer. If there were no restraints any level of welfare
could be achieved. In a real world situation the farmer faces many kinds of restraints. There are legal restraints
regulating aspects like use of hormones and medicine in production, storing and use of manure as well as housing
in general. He may also be restricted by production quotas. An other kind of restraints are of economic nature. The
farmer only has a limited amount of capital at his disposal, and usually he has no influence on the prices of factors
and products. Furthermore, he faces some physical restraints like the capacity of his farm buildings or the land
belonging to his farm, and finally his own education and skills may restrict his potential welfare.

In general, restraints are not static in the long run: Legal regulations may be changed, quota systems may be
abolished or changed, the farmer may increase or decrease his capital, extend his housing capacity (if he can afford
it), buy more land or increase his mental capacity by training or education. In some cases (e.g. legal restraints) the
changes are beyond the control of the farmer. In other cases (e.g. farm buildings or land) he may change the
restraints in the long run, but has to accept them at the short run.



The general welfare of the farmer depends on many aspects like monetary gain (profit), leisure time, animal welfare,
environmental sustainabilit y etc. We shall denote these aspects influencing the farmer's welfare as attributes. It is
assumed that the consequences of each possible combination of factors may be expressed by a finite number of such
attributes and that a uniquely determined level of welfare is associated with any complete set of values of these
attributes. The level of welfare associated with a combination of factors is called the utility value. Thus the purpose
of herd management is to maximize the utilit y value.

From this discussion we observe that when a dairy farmer makes decisions he tries to combine the factors in such
a way that his utilit y is maximized subject to the restraints, and what he actually decides is what factors to use at
what levels. We may logically conclude that in order to be able to make rational decisions concerning a certain unit
(animal, group, herd) he needs the following knowledge:
• The present state of the unit
• The relation between the factors used and the resulting production given the present state
• The farmer’s personal preferences
• All restraints of legal, economic, physical or personal kind

The decision process is further complicated by the fact that most of the knowledge is associated with uncertainty.
As an example of uncertainty of state, consider the state “pregnant” of a dairy cow. If the cow has not been
inseminated, the probabilit y that it is pregnant is zero. If the farmer knows that the cow was inseminated a week ago,
he will assume it to be pregnant with a probabilit y equal to the conception rate of the herd which we shall assume
is 0.4. If, after 5 weeks, the cow has not shown heat, the probabilit y of the cow being pregnant increases. If the heat
detection rate of the herd is 0.5, the probabilit y that the cow is pregnant becomes 0.7. If, furthermore, the cow is later
tested for pregnancy (and the test is positive) the probabilit y that it is pregnant increases even further, but it is stil l
not equal to one because of the uncertainty related to pregnancy diagnoses. This example ill ustrates that what we
want to know is the pregnancy state of the animal which we are not able to observe directly. Instead we observe the
outcomes of events like heat detection and pregnancy diagnoses which increase our knowledge, but never totally
remove uncertainty. 

Also the relation between factors and products is associated with uncertainty. When we for instance feed a certain
ration to a herd we do not know the exact outcome measured as milk and growth. At best we know the expected
outcome and a relevant distribution describing the likelihood of the possible deviations from the expected values.

Making rational decisions in dairy farming is therefore a very complex task where the farmer has to combine
knowledge from many different sources and further take uncertainty into account. The aim of this paper is to present
mathematical modelli ng  as a relevant tool for decision support in dairy herds. The kind of models studied will be
those supporting decisions at the operational and tactical levels (like culli ng, insemination, feeding or medical
treatment). Decisions at the strategic level (like construction of a new barn) are not considered. Methods are
reviewed and ill ustrated by examples from dairy herd management. Special emphasis is put on recent developed
methods like Bayesian networks, influence diagrams and hierarchic Markov processes.

Why models?

The traditional way of supporting farmers making decisions has been either through general norms, standards and
recommendations or through advice given by experts (agricultural consultants or veterinarians). The first method
completely ignores the fact that production systems, farmers’ preferences and restraints vary from case to case. Thus
decisions based on general standards are typically non-optimal in the individual case. The strength of the expert is
the abilit y to include knowledge on these individual conditions in the decision making process. The weakness of the
expert on the other hand is the very limited capacity of humans to combine information from different sources in
a consistent way. Furthermore, the abilit y of an expert to deal with uncertain information is usually not good.

The appearance of personal computers in the eighties soon lead to great expectations for using computers as a tool
for decision support in agricultural production. The idea was to bring the knowledge of the experts directly to the
dairy farmers by means of the so-called rule-based expert systems. McKinion & Lemmon [1] concluded that expert
systems “ ... are the ideal conduit of new knowledge from the agricultural scientists’ laboratory to usage at the farm
level ...” and “ ... once developed they can raise the performance of the average worker to the level of an expert” . In
other words, an expert system tries to mimic a human expert (and ultimately replace him). The philosophy behind
is an almost blind belief in expert knowledge. As a management scientist realising the complexity of decision making
such a belief is very hard to share. Under all circumstances it may be concluded that an expert system will never be



better than the experts it mimics.

A promising  way to circumvent the shortcomings of general standards and expert advice is to construct a model
representing the production unit and the decision problem. The main advantages of model based decision support
include in the ideal situation the abilit y to take individual conditions into account, a concise framework for
combination of information from different sources, direct representation of uncertainty and eff icient search
algorithms for determination of optimal decisions. Models may further contribute with extensive sensitivity analyses
concerning optimal decisions, deviating conditions and parameter values. It is therefore believed by many herd
management scientists that models may provide better decisions than experts, and that is indeed the reason for
constructing and using them. Disadvantages mostly refer to the model building process which may be a very
demanding task and to the operational use of the models which (because of the complexity of real world problems)
may require computer calculations of vast dimensions.

In order to be used for decision support a model must represent all kinds of knowledge needed for making the
decision in question. Furthermore, the precision of the knowledge (“ level of uncertainty” ) has to be represented for
a correct evaluation of alternative decisions. How to represent knowledge is the first important issue in model
construction. A second and a third  important issue are how to obtain the desired knowledge and what algorithms
to use in search of optimal decisions.

Knowledge representation

The present state of the unit
Let us assume that the relevant unit is a dairy cow and we have to make a decision concerning for instance culli ng,
insemination or medical treatment. Such decisions are all based on the expected future performance of the animal
which in turn depends on the observed performance until now. The distinction between observed and future
performance is important. Historical records are only relevant as a basis for prediction, since it is a well known fact
that it is not possible to change the past. In other words, when we choose the traits to be represented in a model we
want the best possible basis for prediction. Most often the state of an animal is modelled as a set of variables each
representing a relevant trait li ke parity, stage of lactation, observed milk yield, days open, mastitis history etc. We
shall refer to such variables as “state variables” included in the “state space”.

It is important to realise that the best variables to be used for prediction of future performance are often neither
observed nor observable. As an example, consider the trait “milk yield” . The reason for including a measure of milk
yield as a state variable is to be able to predict future milk yield. What we observe in practise is test day milk yield,
but a more relevant variable to use for prediction would be some kind of abstract “milk yield capacity” of the cow
in question. This is common knowledge to any dairy farmer who uses estimates like 305 days milk yield for
evaluation of his cows, because individual test day milk yields are subject to large random fluctuations and,
furthermore, depend very much on stage of lactation.

We therefore conclude that a variable measuring the milk yield capacity of the cow is relevant. An other obvious
state variable is the pregnancy state of the cow. Neither of these variables are observable, but they are essential in
the prediction of the future performance. In Figure 1 the relation between these unobservable state variables and a
number of directly observable variables is il lustrated. An elli pse in the figure is a random variable, and an arrow
indicates a causal relation between two variables. Variables labelled by an asterisk are observable. Others are not.

The abstract milk yield capacity is the combined effect of genotype and permanent environment. Since the observed
test day milk yields depend on the capacity there are arrows from the capacity to individual monthly test day records.
But the over-all capacity is not the only effect influencing test day milk yield. Also temporary environmental factors
(Temp 1,..., Temp 6 in the figure) influence the milk yield on a specific day. It is reasonable to assume that short
term environmental effects are auto-correlated which is ill ustrated by arrows from each effect to the following. In
short term predictions, an estimate of the temporary environmental effect combined with an estimate of the over-all
capacity is necessary. In long term predictions the capacity may be suff icient.

As concerns the pregnancy state of the cow we logically observe that pregnancy may influence test day milk yield
(at least in the late part of lactation), but of course not the over-all capacity. Also for this variable we should notice
that it is unobservable. We may look for heat and perform pregnancy diagnosis, but neither method is exact. It is very
important in prediction, that the uncertainty is represented. Otherwise there is an obvious risk of biassed estimates.
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Figure 1. A conceptual model describing the milk yield, pregnancy and heat state of a dairy cow. Only variables
marked by an asterisk are directly observable.  
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Until  now we have only described the relations in general terms, but the network shown in Figure 1 may also be
implemented numerically, so that each time a new test day milk yield is recorded, the capacity and the temporary
effect are re-estimated. The tool for this kind of knowledge representation is Bayesian Networks as described by
Jensen [2]. Baysian Networks represent a very promising tool for knowledge representation and knowledge
management in animal production models. A software tool called HUGIN Professional™ is available for
construction and implementation of Bayesian Networks. There are already several examples of applications to dairy
cattle. Dittmer [3] uses the technique for prediction of calving dates; Hogeveen et al. [4] as well as Vaarst et al. [5]
used Bayesian Networks for mastitis diagnosis, and Rasmussen [6] constructed a system for verification of parentage
for Jersey cattle through blood type identification.

Although Bayesian networks are obvious to use in this context we should reali se that other methods are also
available. In particular Kalman filtering techniques have been used for estimation of unobservable variables. The
whole setup shown in Figure 1 (except for the pregnancy related variables) has been formulated by Goodall &
Sprevak [7]. In their model, the over-all capacity was represented by the 3 parameters of the Wood lactation curve.
Each time the test day milk yield was recorded the parameters and the temporary effect were re-estimated providing
a good basis for prediction of future milk yield. Other examples of similar techniques are Thysen [8] who monitored
and predicted bulk tank somatic cell counts; Thysen & Enevoldsen [9] who monitored heat detection rates and
pregnancy rates at herd level and de Mol et al. [10] who used the Kalman filer for analysis of sensor-based milk
parlour data.

The strength of these Bayesian methods (Kalman filtering and Bayesian networks) is that uncertainty about the true
level of important variables is directly represented. Furthermore, the methods provide a concise framework for
combination of knowledge from different sources thus increasing the precision of knowledge as further observations
are done.

Relation between factors and resulting production
The relation between factors and products is in usually represented by a production function taking the factor levels
as arguments and returning the resulting production. As an example, we shall consider the relation between feeding
and milk production. A quadratic production function taking the energy, protein and fat contents of the feed ration
was estimated already by Thysen [11] in 1983. If y is the milk yield and x1, x2 and x3 are the energy, protein and fat
level, respectively, the relation is y = f(x1, x2, x3), where the production function f may be written as

Since Eq. (1) is a deterministic function we conclude that the value returned for the milk yield y is only the expected
value. In practise, the actually observed milk yield may vary considerably for the same feed ration. The first step in
order to represent this uncertainty is to include a random term e in the equation so that the random milk yield Y
becomes
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Figure 2. Relevant state variables describing the energy content and
the resulting milk yield of a ration fed to dairy cows. Observable
variables are marked by an asterisk. 

where E(Y) = y. Usually a normal distribution may be assumed for the random term e. This representation is a
considerable improvement. If it the uncertainty is ignored, the influence of feeding on milk yield will be over-
estimated and wrong decisions may be made. However, even Eq. (2) ignores a significant part of the uncertainty.
It assumes implicitely that the true contents of energy, protein and fat are known. In practise that is not the case.
Cows are fed a mixture of some kind of roughage (for example silage) and concentrates. In particular the nutritional
contents of the roughage is uncertain. The values used as a basis for ration formulation may either be standard values
from tables or they may origin from some kind of analysis of a sample of the roughage.

If we simpli fy the problem to feeding a
mixture of silage and concentrate and
only consider energy, the uncertainties
may be ill ustrated as in Figure 2. Just
like in Figure 1, each elli pse represents
a state variable. Again, those marked by
an asterisk are observable, others are
not. The variable “Milk yield*” is at
herd level and therefore directly observ-
able. The variables “Silage true”,
Concentr.*” , “Silage obs.*” and “Ration” all refer to the energy content. Since we do not know the true energy
content of the silage, we neither know the true energy content of the full ration (the uncertainty concerning the
concentrate is ignored). We have to rely on the observed energy content of the silage. The precision of the observed
value will depend very much on the method used for observation. If we just use standard values for silage the
precision will be low. If we include information on the dry matter content the precision will i ncrease and a laboratory
analysis will give even higher precision. The problem is similar to the pregnancy diagnosis problem shown in Figure
1: - Several methods are available each providing its own level of precision.

Just as Figure 1 may be implemented numerically using Bayesian networks, the same applies to Figure 2. In
particular it should be noticed that the arrow from “Ration” to “Milk yield*” numerically represents the production
function f and the random term e as specified in Eqs. (1) and (2). The “Herd size*” variable is just a scaling factor.

Farmer’s preferences
In general, the farmer’s personal preferences should be represented by a utilit y function taking the various relevant
attributes like monetary gain, leisure time, animal welfare etc. into account. For a description of the expected utility
concept, reference is made to Anderson et al. [12]. In practise, however, most models simply maximize expected
monetary gain, which for many operational decisions may be acceptable.

Restraints
Representation of restraints depends very much on the method used in the search for optimal decisions. The
discussion of how to represent restraints is therefore included in the section discussing those methods.

Knowledge acquisition

In this section we shall focus on acquisition of the specific knowledge related to the state of the unit considered.
General knowledge about relevant feedstuffs, medical treatments etc. is not discussed. Knowledge about states is
obtained through observations of the relevant unit. It is important to realise that to observe the unit is actually a
decision. The purpose of observation is to improve knowledge, but on the other hand, observations are always
associated with costs (either in money or time). In other words, making observations may be regarded as a
production factor like animals and feedstuffs. Just like we want to determine an optimal feeding level we must try
to determine an optimal observation level. Having identified what trait of the unit is of interest (for example
“pregnancy state” or “energy content” ), the decisions involved include at least
• what exactly to observe?
• how to observe?
• how often to observe?

These 3 questions may together be referred to as the method, which has already been briefly discussed in relation
to the feedstuffs example of Figure 2. Since different methods have different precision and represent different costs,
the choice of method is certainly not irrelevant. When making this kind of decision, the economic value of
information is important, but unfortunately, very littl e attention has been paid to that matter in dairy farm



Minimize px

subject to

Ax # b
x $ 0 ,

management research. In pig production, a very interesting research has been performed by Jørgensen [13]. His
results showed remarkable diminishing returns to scale for increasing number of traits observed.

Methods for model based decision support

The relevance of the aspects discussed so far is rather independent of the method used in search of optimal decisions
(optimization techniques). Under all  circumstances the relevant unit has to be represented in an abstract form as a
model in order to be able to make rational decisions. Several methods are available, each having different strengths
and weaknesses. A central question is to what extent the methods are able to represent the relevant knowledge as
discussed in the previous sections. That will be a main focus of the following overview.

Linear programming with extensions
The general li near programming problem may in matrix notation be written as follows:

where p is a constant row vector with m elements, A is a constant matrix in n×m dimensions, b is a column vector
with n elements, and x is a vector of variables. The problem is to select a vector x that minimizes the linear objective
function px and simultaneously meets the linear restraints Ax �  b and x �  0.

If we interpret the linear programming problem in relation to a herd management decision problem, then x is a vector
of factor levels and Ax �  b is a set of restraints of legal, economic, physical or personal kind. It should particularly
be noticed, that personal restraints may also include restraints on levels of attributes (for instance leisure time or
monetary gain). This direct representation of restraints is probably the main force of the method.

If we compare the linear programming problem with the information needs of a decision problem we observe that
all  random elements are missing. At least in the standard formulation, the method is deterministic. Furthermore, all
functions have to be linear.

Several of the shortcomings mentioned may be redressed or at least adapted by extensions to the method: The linear
objective function may be replaced by a quadratic one (quadratic programming); random terms may be added to the
elements of A and b (but such problems are very diff icult to solve), and the corresponding restraints may be
expressed as probabiliti es (stochastic programming); and often, non-linear functions may be approximated by pieces
of linear relations over short intervals.

Herd management applications of linear programming are numerous. The most frequent application is no doubt for
ration formulation, where least-cost rations meeting the nutrinional requirements of the animals in question are met.
Most often such programs ignore the effect of feeding on production. Also examples of application of linear
programming for whole-farm planning may be found in literature. Refer for instance to Hansen [14]. Such models
are often very large containing thousands of variables and restraints, but since very eff icient standard software is
available this is hardly a problem. 

Bayesian networks
An important part of the research area named Artificial Intelli gence are the so called probabili stic expert systems
that rely on the Bayesian network. The following description is based on Lauritzen [15]. Even though the term
“expert system” is often used for this kind of models they should not be confused with the so-called rule based
expert systems mentioned earlier.

Probabili stic expert systems work in domains that are characterized by inherent uncertainty. This uncertainty is either
due to imperfect understanding of the domain, incomplete knowledge of the state of the domain at the time where
the task has to be performed, randomness in the mechanisms governing the behaviour of the domain or a
combination of these. Within these domains probabilit y and statistics can serve to represent and manipulate the
uncertain aspect of domains having these characteristics. Probabili stic methods were for some time discarded in this



context as requiring too complex specification and computation. However, the work of Pearl [16] and Lauritzen and
Spiegelhalter [17] demonstrated that these difficulties could be overcome, based on causal networks or as it is now
usually termed Bayesian networks.

The rule based expert systems were mainly constructed through modelling of the behaviour of the expert and the
encoding of this behaviour in terms of rules of various kind. In contrast, probabilistic expert systems are constructed
by modelling the domain rather than the expert. The method is thus in close correspondence with the approach used
in this paper, where the domain is modelled using production functions etc. The probabilistic expert systems specify
a graphical model for the variables as we have already seen in figures 1 and 2. The reasoning is then performed by
updating the probabilities of the domain in the light of the specific knowledge according to the laws of conditional
probability.

The graphical model captures association between entities in the domain, or rather lack thereof, in terms of
conditional independence that in a systematic fashion are encoded in a graph or network with nodes representing
the entities themselves and arrows representing associations between them. The nodes are represented as ellipses.
The arrows correspond to influences of a causal nature.

The use of the graphic specification in the probabilistic expert systems plays several roles. For example, it gives a
visual picture of the domain information; it gives a concise presentation of domain information in terms of
conditional independence relations, and it enables rapid computation and revision of interesting probabilities (for
instance the probability of a cow being pregnant).

The graphic method can also be used for several important tasks in the specification process. It can be used to learn
quantitative and structural aspects, or as it known within general statistics, estimation and model selection.

If we compare the probabilistic expert systems method with the information needs of decision problems, it is
important to recognize that the method is inherently a static method, even though attempts have been made to model
dynamic systems as well. For control and analysis purposes it is ideal, i.e. the method can assign probabilities to
observed deviations, whether they are random or not. It can also make a diagnosis in the analysis, that is, indicate
probabilities for different causes of the deviation. This can in turn serve as the necessary basis for decisions
concerning changes in production plan.

The networks can be build as recurrent time slices and can in this manner represent dynamic production functions.
And thus can predict the future state for given decisions. The restraints concerning the production function can be
modelled, but restraints may cause the same problems as described under Dynamic Programming and Markov
decision processes. 

To represent decision in Bayesian networks the decision can be included as a random variable in the model, with
the different decisions as level of the variables. When the decision is made, the corresponding level is assigned a
probability of 1. This approach does not make any search for optimal decisions. 
  
If decisions have to be included, Influence diagrams should be used instead. Influence diagrams can in fact be fitted
into the general frame work of Bayesian Networks.

Influence diagrams
Influence diagrams were introduced by Howard and Matheson [18] as a formalism to model decision problems with
uncertainty for a single decision maker. The influence diagrams gave a more compact graphical representation of
a decision problem than the more traditional decision tree approach. The influence diagram is very similar to the
Bayesian network consisting of chance node (random state variables) and arrows denoting causal effect. In addition
two more node types are introduced, the decision node  shown as a square, and the value node shown as a diamond.
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Figure 3. An influence diagram ill ustrating the effects of decisions on
the state variables shown in Figure 2. Elli pses are random variables,
rectangles are decisions and diamonds are value nodes (utilit y). 

If we return to the feeding problem
ill ustrated in Figure 2, we can identify
two decisions to be made:
1. How to “observe” the energy content

of the silage (use standard value
from table; use information on dry
matter; use information on digestibil -
ity; use information on protein con-
tent). In Figure 3, a decision node
called “Method” has been added.
The decision made will i nfluence the
precision of the “Silage obs*” vari-
able. Since the different methods
have different costs, a value node called “Price” (only influenced by “Method”) has been added as well .

2. How to balance the ration using information on the observed energy content of silage and the energy content of
the concentrates. In Figure 3 a decision node called “Mix” has been added in order to represent this decision.
The arrows into the variable indicate the knowledge available when the decision is made. Because the cost of
the feed ration depends on this decision, a value node called “Cost” has been added. The decision will also
influence the true energy content of the full ration as indicated by an arrow. Finally a milk revenue value node,
“Rev.” ,  has been included in the diagram. 

Originally, the influence diagrams were translated to a decision tree within the computer and the standard "average-
out and fold-back" algorithm were applied on that tree. In Shacter [19] a method was suggested for solving the
decision problem represented by the influence diagram directly, without the translation to a decision tree. This
method transformed the influence diagram by successively removing nodes in the graph, until at last only one final
utilit y node remained, holding the utilit y of the optimal policy. In order to solve many similar problems one therefore
had to start from scratch every time.

Shenoy [20] proposed another algorithm that gave the solution to the influence diagram without disrupting the
structure of the diagram. Then Jensen et al. [21] showed how a similar approach could be incorporated within the
general framework of Bayesian Networks. This approach has been implemented in the Hugin expert system shell .
The criterion of optimality is maximization of the sum of all value notes. Thus, in the example, revenues from milk
minus feed costs and analysis costs are maximized The similarity between influence diagrams and Bayesian
networks means, that several important improvements is to be expected. This comprises, e.g approximate solutions
by techniques such as Gibbs sampling, easy representation of dynamic models and easy calculation of promising
strategies. 

The main force of influence diagrams is their abilit y to take almost any kind of uncertainty into account. Stochastic
production functions are also easily represented as ill ustrated by the example. The most serious shortcoming of the
method is representation of herd restraints, which is not really possible In addition, the current version of influence
diagrams are inherently static, and no algorithm corresponding to policy iteration has been found (even though R.A.
Howard's research has been central for both developments). If stages of varying time length have to be modelled,
time has to be included in the model and the discounting factor has to be incorporated directly in the utilit y.
Furthermore decision between qualitatively different subprocesses, such as in Hierarchic Markov processes is
currently not possible. It should, however, be noted that it is a very active research area, and continuous progress
is to be expected.

Thus, the method has obvious possibiliti es for application within animal production, but so far the only example
known to the author is an investigation of the value of using feed analysis for feed composition in dairy cattle [22].
The example shown in Figure 3 is from that investigation. Within crop protection a system has been made for
decision making concerning mildew management in winter wheat [23].

Dynamic programming and Markov decision processes
Consider a production unit which is observed over a number of stages n = 1,...,N. At the beginning of each stage,
we observe the state i �  � n of the unit. Having observed the state, we have to take an action d �  Dn concerning the
production unit. Usually, the state space � n and the action space Dn are assumed to be finite sets. Depending on the
stage, state and action, a reward is gained. The reward may very well be a random variable, but the expected value
ri

d(n) has to be known. Also the state to be observed at the next stage is a random variable. We shall denote as pij
d(n)
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Figure 4. A Markov decision process with 5 stages.

the conditional probabilit y of observing state i at stage n+1 given that state i has been observed and action d taken
at stage n. Finally, a strategy s is defined as a map assigning to each combination of stage and state an action s(n,i)

�  Dn. 

The purpose of dynamic programming is
to determine a strategy which (in some
sense) is optimal. In Figure 4 a Markov
decision process with 5 stages (N=5) is
shown using the same notation as for
influence diagrams. For small values of
N, the optimization technique of
influence diagrams may be used thus
maximizing the sum of all rewards over
stages. However, several other options
are available. The most commonly applied method is called value iteration where  a value function representing the
expected total rewards from the present stage until the end of the planning horizon (i.e. stage N) is maximized.
Optimal decisions depending on stage and state are determined backwards step by step as those maximizing the value
function. Value iteration is often just denoted as dynamic programming.

If N is large, an infinite planning horizon is often assumed. A relevant optimization technique for infinite stage
problems is policy iteration. This method was introduced by Howard [24], who combined the dynamic programming
technique with the mathematically well established notion of a Markov chain. A natural consequence of the
combination was to use the term Markov decision process to describe the notion. The policy iteration method was
a result of the application of the Markov chain environment and it was an important contribution to the development
of optimization techniques.

The objective function being maximized during optimization depends on the circumstances. It may represent the total
expected rewards, the total expected discounted rewards, the average rewards per stage or the average rewards over
some kind of physical output.

If we compare the dynamic programming problem with the information needs of a decision problem we observe that
most aspects are covered. The rewards directly correspond to production functions; the conditional probabiliti es
pij

d(n) represent an important dynamic random  link to future stages; and the objective function represents the
farmer's utilit y function. Kristensen [25] described how uncertainty about the true value of state variables may be
accounted for by combining the method with Kalman-filtering. The example used was very close to the “milk yield
capacity” problem ill ustrated in Figure 1. 

The most diff icult kind of information to represent in dynamic programming models is the information on restraints.
There is no general solution to that problem, but some times it may be solved by using an objective function
maximizing average rewards relative to the most limiting restriction. An example is maximization of average net
returns per unit of milk produced under a milk quota [26]. In other cases combination of the method with methods
like simulation [27, 28] or genetic algorithms [29] may circumvent the restraint problem.

A major problem in relation to dynamic programming models is the so-called curse of dimensionality. Since the state
space is represented by discrete levels of a set of traits (state variables), models tend to become very big. Thus a
model presented by Houben et al. [30] contained 6.8 milli on states. Despite the size of the model, optimization was
still possible due to a new notion of a hierarchic Markov process described by Kristensen [31, 32]. 

Numerous applications of dynamic programming are described in literature. A relevant textbook concerning
application in agriculture has been written by Kennedy [33]. The book also contains a survey of agricultural
applications. In herd management, the technique has most often been applied for operational decisions like
replacement, insemination and medical treatment of animals.

Simulation
As the name implies, a simulation model is simply a model of a system. The model is used for the study of the real
system's behaviour under different conditions. Within animal production the term usually refers to computer based
dynamic calculation models.



Formally, the simulation model is a computer representation of the production function, the attribute function, and/or
the utilit y function. The degree of detail differs between the different models. 

The input to the model consists of two elements, a set of parameters and a set of decision rules. The decision rules
specify the setting of input factors as well as other decisions in the system. The term decision rule is used rather than
decision strategy, because usually no direct mapping between the rule and the state of the whole system exists. A
decision rule can e.g be to use a dynamic programming model to specify a decision strategy every (simulated) year.
Another example is to use some simple rule-of-thumb (heuristic) to make culli ng decisions. The set of parameters
can be regarded as state variables that vary over time during simulation.

Two different categories of simulation models have been implemented within animal production. Stochastic models
and deterministic models, where the random nature of the system is ignored. Stochastic models can be further
subclassified into Probabili stic Models and Monte Carlo models.  Probabili stic models are models such as Markov
Chain models (see references under Dynamic Programming and in addition e.g. Jalvingh et al. [34]) and Bayesian
Networks. Within the probabili stic models the distribution of the output variables can be directly found within a
single run of the model. Reasonable complex models can be specified within this context, at least if the parameters
and the traits follow the Gaussian (normal) distribution. Capacity restrictions, interactions between system elements
and the inclusion of decision variables will , however, make it impossible to specify the distribution in closed form.
Therefore, the Monte Carlo simulation technique may be chosen. The Monte Carlo technique relies on the drawing
of random numbers. Every time the model encounters a stochastic variable, a (pseudo)-random variable is drawn
from the appropriate distribution and this value used in the subsequent calculations. Each completed calculation
(simulation run) with the model represents a random drawing from the simultaneous distribution of input and output
variables. By increasing the number of calculations the distribution of the output variables can be specified to any
degree of precision.

Compared to the other techniques, simulation models are much more flexible, and there is no constraint on the
degree of detail i n the model. Especially when the so-called object oriented programming method is used, it is
possible to achieve a very close correspondence between the elements of the real system and the model. Any model
variable can be used as output variable and it is easy to represent capacity restrictions. 

Very often the purpose of simulation models is to improve the understanding of a system, i.e. to combine research
results from different areas to obtain a comprehensive description of the system, the so-called holistic approach. This
purpose should be seen as something different from decision support. When simulation models are used to improve
the understanding of the complex system, a fixed and known set of parameters are used for the initial state of the
system. The knowledge of the systems sensitivity to changes in the parameters is part of, what we call understanding
of a system.  

In contrast, when simulation models are used to determine 'optimal' strategies we want to find the optimal set of
decision rules given the precision in our current knowledge of the state of the system. The parameters used in each
simulation run should therefore be a sample from the prior distribution of reflecting the precision in our current
knowledge, and not fixed values. 

The search for optimal strategies is included in linear programming, dynamic programming and influence diagrams,
(i.e. simplex algorithm, policy and value iteration). No such search facilit y is included in connection with simulation
models. This is a major drawback of the method.

Within simulation models the search for the optimal set of decision rules is treated as a general problem of
multidimensional optimization. Several numerical methods exist that can handle this (see e.g. Press et al., 1989).
The choice of method should be made carefully. The flexible form of the simulation models means  that the
behaviour of the expected utilit y function is unknown, for example if there exist discontinuities and local optima.
Such phenomenons can make some of the methods go wrong. Another complication is that the expected utilit y is
only estimated with a precision depending on the number of simulation runs within each treatment. The difference
between to set of decision rules may therefore be just a matter of sampling error, rather than a difference in expected
utilit y. The solution to this problem is to do more simulation runs. But there is a trade off between time spent
improving the precision in the estimate of one set of decisions rules and the time spent searching for a better. Guide
lines to handle this problem is not available.

If we compare the simulation method with the information needs of the decision problem, all the aspects can be



covered, and the utilit y function and capacity restrictions can easily be handled. The curse of dimensionality is not
felt immediately. The computation time of a single run of the model grows more or less linearly with the complexity
of the model. The problem is the search for optimal solutions. The techniques mentioned are not as eff icient as either
the simplex, value iteration or policy iteration methods. With the same complexity in the decision rules as in e.g.
dynamic programming the curse of dimensionali ty will be felt, e.g. if the decision to cull an animal should include
the states of all other animals in the herd.  If the rules are specified more heuristically, such as cull the worst animal,
the problems become tractable, but no overall optimal solution is guarantied. Other decision rules might exist with
higher utilit y.  

Probably because of this problem, published results from simulation model research usually have only very few
options in the decision rule, and the decision rules are often of a very general nature. The use of simulation models
for decision support is usually suggested to be of the what-if nature, i.e. the user of the model specifies some
decision rules and the model calculates the expected output from these decision rules. This approach has advantages
because there is no need to attempt to formulate the farmer's utilit y function. The user of the model can simply look
at the list of output variables for different set of decision-rules and decide which set to prefer. Anyhow, it seems that
some kind of optimality search within the simulation models would be the best.

The future developments within simulation modelli ng, will probably be in the area of estimating model parameters,
perhaps by directly using the model calculations. More eff icient strategies for sampling than the purely random
approach, and improved search strategies are of interest, too. Finally, developments within the area of multicriteria
optimisation, to obtain a better reflection of the farmers utilit y in the object function should not be overlooked.

Outlook

Based on the overview given in this paper we may not surprisingly conclude that the various methods have very
different properties. A main challenge of future research will be to combine methods. The process of integration is
already in progress. In Markov decision processes two optimization techniques (vaule iteration and policy iteration)
have been combined and hierarchic Markov processes were created [31, 32] and later, Kalman filtering has been
integrated in hierarchic Markov processes [25].

Obvious areas for continued integration would be to combine influence diagrams and hierarchic Markov processes
in order to combine the dynamic properties of the first with the state space representation of the latter. Also
integration of decisions at different levels (herd and animal) in order to account for restraints should be considered
just as integration of decisions with different time horizon. 
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